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➤ Synthetic Aperture Radar images are very 
different from optical images 

➤ They suffer from strong fluctuations due to 
speckle, decoherence, or thermal noise 

➤ Noiseless ground truth are not readily available

Can we train (deep) models 

directly on SAR data, 

without clean references?

Andean foothills, polarimetric SAR image by BIOMASS©ESA
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➤ Self-supervised learning is crucial for new imaging systems:

SWOT satellite ©CNES

Figure 4 Restoration results on actual SAR images. The first two columns correspond to the SWOT images, and the
next two columns to Sentinel-1 images. From top to bottom: natural amplitudes, restoration with the standard MERLIN
approach, restoration with the proposed extension, residual images obtained with MERLIN, residual images obtained
with our method.

strates very good despeckling performance. For images
from both sensors, the multi-scale approach yields better
results than the single-scale one by estimating sharper
edges and smoother homogeneous regions. On SWOT im-
ages in particular, the proposed method produces fewer
residual textures. The residual images contain fewer struc-
tural artifacts than those obtained with MERLIN, confirm-
ing the superior despeckling capability of our approach.
Figure 5 shows the evolution of the validation loss value
after 15 epochs for different learning rates on both kinds
of data. The proposed multi-scale method achieves lower
overall negative log-likelihood values and performs well
across a wider range of learning rates than the classic

MERLIN approach, indicating greater robustness of the
learning phase to hyperparameter settings.

4 Conclusion

In this paper, we propose a self-supervised despeckling
framework that extends the MERLIN training strategy
to a multi-scale approach. Multiple networks operat-
ing at different resolutions are trained sequentially in a
self-supervised cascade, enabling knowledge transfer from
coarser to finer scales. Experiments on both synthetic and
real data from SWOT and Sentinel-1 demonstrate that our
method not only outperforms the original MERLIN ap-

Figure 4 Restoration results on actual SAR images. The first two columns correspond to the SWOT images, and the
next two columns to Sentinel-1 images. From top to bottom: natural amplitudes, restoration with the standard MERLIN
approach, restoration with the proposed extension, residual images obtained with MERLIN, residual images obtained
with our method.

strates very good despeckling performance. For images
from both sensors, the multi-scale approach yields better
results than the single-scale one by estimating sharper
edges and smoother homogeneous regions. On SWOT im-
ages in particular, the proposed method produces fewer
residual textures. The residual images contain fewer struc-
tural artifacts than those obtained with MERLIN, confirm-
ing the superior despeckling capability of our approach.
Figure 5 shows the evolution of the validation loss value
after 15 epochs for different learning rates on both kinds
of data. The proposed multi-scale method achieves lower
overall negative log-likelihood values and performs well
across a wider range of learning rates than the classic

MERLIN approach, indicating greater robustness of the
learning phase to hyperparameter settings.

4 Conclusion

In this paper, we propose a self-supervised despeckling
framework that extends the MERLIN training strategy
to a multi-scale approach. Multiple networks operat-
ing at different resolutions are trained sequentially in a
self-supervised cascade, enabling knowledge transfer from
coarser to finer scales. Experiments on both synthetic and
real data from SWOT and Sentinel-1 demonstrate that our
method not only outperforms the original MERLIN ap-

a SWOT image ©CNES/NASA restored image

Stella Basso-Lacroix
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In this talk: focus on despeckling & polarimetric or 
interferometric estimation 

Solving these tasks requires learning a 
representation that can be useful for other tasks: 

- segmentation 

- regression (e.g., height estimation from a single 
image) 

restored image obtained by 
Stella Basso-Lacroix 

(ongoing PhD Telecom Paris / CNES)

Dalsasso, E., Rambour, C., Trouvé, N., & Thome, N. (2024). 
MERLIN-Seg: self-supervised despeckling for label-efficient 
semantic segmentation. Computer Vision and Image 
Understanding, 241, 103940.
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STRUCTURE OF THE PRESENTATION:
6

1. SELF-SUPERVISED LEARNING BASED ON IMAGE PAIRS

2. SELF-SUPERVISED LEARNING BASED ON THE REAL / 
IMAGINARY PART DECOMPOSITION 

3. EXTENDING SELF-SUPERVISED LEARNING TO MULTI-
CHANNEL SAR IMAGES: POLARIMETRY & INTERFEROMETRY 

Self-supervised with matched pairs of SAR images

E. Dalsasso et al. “SAR2SAR: a semi-supervised despeckling algorithm for SAR images”, IEEE JSTARS, 2021.

L. Denis, E. Dalsasso, I.Meraoumia, F. Tupin Review SAR despeckling talk at ECEO lab @EPFL 36 / 59



Learning to denoise images without clean images is possible! 
Noise2Noise [Lehtinen, ICML 2018]: use pairs of noisy observations
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noisy image

another noisy observation 
of the same image x
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Learning to denoise images without clean images is possible! 
Noise2Noise [Lehtinen et al., ICML 2018]: use pairs of noisy observations

Noise2Noise: Learning Image Restoration without Clean Data

30.5

31

31.5

32

32.5

33

0 20 40 60 80 100 120 140

clean targets noisy targets

(a) White Gaussian, � = 25 (b) Brown Gaussian, � = 25 (c) Capture budget study (see text)

Figure 1. Denoising performance (dB in KODAK dataset) as a function of training epoch for additive Gaussian noise. (a) For i.i.d. (white)
Gaussian noise, clean and noisy targets lead to very similar convergence speed and eventual quality. (b) For brown Gaussian noise, we
observe that increased inter-pixel noise correlation (wider spatial blur; one graph per bandwidth) slows convergence down, but eventual
performance remains close. (c) Effect of different allocations of a fixed capture budget to noisy vs. clean examples (see text).

Table 1. PSNR results from three test datasets KODAK, BSD300,
and SET14 for Gaussian, Poisson, and Bernoulli noise. The com-
parison methods are BM3D, Inverse Anscombe transform (ANSC),
and deep image prior (DIP).

work with 128 feature maps, which has been demonstrated
to be very effective in a wide range of image restoration
tasks, including Gaussian noise. We train the network us-
ing 256⇥256-pixel crops drawn from the 50k images in
the IMAGENET validation set. We furthermore random-
ize the noise standard deviation � 2 [0, 50] separately for
each training example, i.e., the network has to estimate the
magnitude of noise while removing it (“blind” denoising).

We use three well-known datasets: BSD300 (Martin et al.,
2001), SET14 (Zeyde et al., 2010), and KODAK2. As sum-
marized in Table 1, the behavior is qualitatively similar
in all three sets, and thus we discuss the averages. When
trained using the standard way with clean targets (Equa-
tion 1), RED30 achieves 31.63 ± 0.02 dB with � = 25. The
confidence interval was computed by sampling five random
initializations. The widely used benchmark denoiser BM3D
(Dabov et al., 2007) gives ⇠0.7 dB worse results. When we
modify the training to use noisy targets (Equation 6) instead,
the denoising performance remains equally good. Further-
more, the training converges just as quickly, as shown in
Figure 1a. This leads us to conclude that clean targets are
unnecessary in this application. This perhaps surprising
observation holds also with different networks and network
capacities. Figure 2a shows an example result.

2http://r0k.us/graphics/kodak/

For all further tests, we switch from RED30 to a shallower
U-Net (Ronneberger et al., 2015) that is roughly 10⇥ faster
to train and gives similar results (�0.2 dB in Gaussian noise).
The architecture and training parameters are described in
the appendix.

Convergence speed Clearly, every training example asks
for the impossible: there is no way the network could suc-
ceed in transforming one instance of the noise to another.
Consequently, the training loss does actually not decrease
during training, and the loss gradients continue to be quite
large. Why do the larger, noisier gradients not affect con-
vergence speed? While the activation gradients are indeed
noisy, the weight gradients are in fact relatively clean be-
cause Gaussian noise is independent and identically dis-
tributed (i.i.d.) in all pixels, and the weight gradients get
averaged over 216 pixels in our fully convolutional network.

Figure 1b makes the situation harder by introducing inter-
pixel correlation to the noise. This brown additive noise
is obtained by blurring white Gaussian noise by a spatial
Gaussian filter of different bandwidths and scaling to retain
� = 25. An example is shown in Figure 1b. As the correla-
tion increases, the effective averaging of weight gradients
decreases, and the weight updates become noisier. This
makes the convergence slower, but even with extreme blur,
the eventual quality is similar (within 0.1 dB).

Finite data and capture budget The previous studies re-
lied on the availability of infinitely many noisy examples
produced by adding synthetic noise to clean images. We
now study corrupted vs. clean training data in the realis-
tic scenario of finite data and a fixed capture budget. Our
experiment setup is as follows. Let one ImageNet image
with white additive Gaussian noise at � = 25 correspond to
one “capture unit” (CU). Suppose that 19 CUs are enough
for a clean capture, so that one noisy realization plus the
clean version (the average of 19 noisy realizations) con-
sumes 20 CU. Let us fix a total capture budget of, say, 2000
CUs. This budget can be allocated between clean latents

PS
N

R
 (

dB
)

epoch

self-supervised 
learning works 
almost as well 
as supervised 

learning!
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Application to SAR despeckling, using pairs of images captured at different dates: 
SAR2SAR [Dalsasso et al., TGRS 2021]

Self-supervised with matched pairs of SAR images

E. Dalsasso et al. “SAR2SAR: a semi-supervised despeckling algorithm for SAR images”, IEEE JSTARS, 2021.

L. Denis, E. Dalsasso, I.Meraoumia, F. Tupin Review SAR despeckling talk at ECEO lab @EPFL 36 / 59
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Application to SAR despeckling, using pairs of images captured at different dates: 
SAR2SAR [Dalsasso et al., TGRS 2021]

Self-supervised with matched pairs of SAR images

E. Dalsasso et al. “SAR2SAR: a semi-supervised despeckling algorithm for SAR images”, IEEE JSTARS, 2021.

L. Denis, E. Dalsasso, I.Meraoumia, F. Tupin Review SAR despeckling talk at ECEO lab @EPFL 36 / 59

Self-supervised with matched pairs of SAR images

E. Dalsasso et al. “SAR2SAR: a semi-supervised despeckling algorithm for SAR images”, IEEE JSTARS, 2021.

L. Denis, E. Dalsasso, I.Meraoumia, F. Tupin Review SAR despeckling talk at ECEO lab @EPFL 36 / 59
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Application to SAR despeckling, using pairs of images captured at different dates: 
SAR2SAR [Dalsasso et al., TGRS 2021]

Self-supervised with matched pairs of SAR images

E. Dalsasso et al. “SAR2SAR: a semi-supervised despeckling algorithm for SAR images”, IEEE JSTARS, 2021.
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Self-supervised with matched pairs of SAR images

E. Dalsasso et al. “SAR2SAR: a semi-supervised despeckling algorithm for SAR images”, IEEE JSTARS, 2021.

L. Denis, E. Dalsasso, I.Meraoumia, F. Tupin Review SAR despeckling talk at ECEO lab @EPFL 36 / 59

Self-supervised with matched pairs of SAR images

E. Dalsasso et al. “SAR2SAR: a semi-supervised despeckling algorithm for SAR images”, IEEE JSTARS, 2021.

L. Denis, E. Dalsasso, I.Meraoumia, F. Tupin Review SAR despeckling talk at ECEO lab @EPFL 36 / 59
Emanuele Dalsasso
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Application to SAR despeckling, using pairs of images captured at different dates: 
SAR2SAR [Dalsasso et al., TGRS 2021]Self-supervised with matched pairs of SAR images

Restoration results with SAR2SAR: Sentinel-1 SLC IW image (©ESA, image not pre-processed)

E. Dalsasso et al. “SAR2SAR: a semi-supervised despeckling algorithm for SAR images”, IEEE JSTARS, 2021.

L. Denis, E. Dalsasso, I.Meraoumia, F. Tupin Review SAR despeckling talk at ECEO lab @EPFL 37 / 59
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Application to SAR despeckling and thermal noise debiasing, using pairs of images 
captured at different dates [Meraoumia et al., TGRS 2025]

Challenges related to thermal noise when analyzing sea ice images

Test image of a sea ice area, HH image Test image of a sea ice area, HV image

Particularly visible in low-reflectivity areas such as water or young smooth ice
Signal-to-Noise ratio lower for the cross polarization HV
Thermal noise component has discontinuities between each of the sub-swath

�! Can we combine the despeckling and the thermal noise removal ?

Inès Meraoumia COSMIC project November, 2023 7 / 21

Classification of 
sea ice from 
Sentinel-1 images 
is challenging 
because of speckle 
fluctuations and 
thermal noise: 

Sentinel-1 EW image of sea ice:       (HH polarization)                    (HV polarization)     
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Application to SAR despeckling and thermal noise debiasing, using pairs of images 
captured at different dates [Meraoumia et al., TGRS 2025]

The thermal noise bias 
can be subtracted, but 
this changes the 
statistics of speckle!

MERAOUMIA et al.: JOINT DESPECKLING AND THERMAL NOISE COMPENSATION 5220312

Fig. 8. Empirical verification of the impact of thermal floor removal on the
statistics of noise: two empirical histograms computed on the first subswath of
a Sentinel-1 EW GRDM image are compared with the theoretical distributions
drawn in dashed lines for pixels with an estimated SNR of 0 ± 0.41 dB, before
(in blue) and after (in yellow) removal of the thermal noise floor.

TABLE III
CA IN %

despeckling result [41] provides an estimate of the values
e�0

HV. Superimposed on these empirical histograms drawn
as bar graphs, the theoretical curves are represented with
dashed lines. Despite the estimation of e�0

HV being imperfect
in the pixel selection and intensity normalization steps, a good
match between the theoretical and experimental histograms is
observed. As expected from our theoretical analysis, removing
the thermal floor has a very significant impact on the noise
distribution (blue and yellow distributions are quite di↵erent),
justifying the development of a dedicated restoration method.

We compare in Fig. 9 the restoration of an actual Sentinel-1
EW GRDM image. We show only the HV channel, which is
the one with the worst signal-to-noise ratio. We selected an
area overlapping the first and second subswaths to illustrate
the impact of the discontinuity in the thermal noise floor
�0

th [identified by a red vertical dashed line in Fig. 9(a)].
After subtraction of the thermal noise o↵set, this discontinuity
is much less visible [what remains is the di↵erence in the
variance of fluctuations in each subswath, see Fig. 9(b)]. Yet,
all standard despeckling techniques are applicable only to the
original image [Fig. 9(a)]. The results shown in Fig. 9(c)–(e)
for MuLoG [41], SARBM3D [43], and our deep neural
network baseline [37] all display artifacts at the boundary
between subswaths, as pointed out by the red arrows. In
contrast, the result obtained with the proposed method shown
in Fig. 9(f) does not su↵er from this problem.

C. Impact of the Thermal Noise Suppression and

Despeckling on Downstream Applications: Illustration on Ice

Classification

There is a large number of downstream applications of
SAR remote sensing that can benefit from improved speckle
reduction in Sentinel-1 wide-swath imagery. As an example
case, we here choose operational sea-ice monitoring, which is

essential to support maritime navigation in the polar regions
and to ensure the safety of Arctic o↵shore operations [6]. Sea
ice conditions are routinely mapped by national ice services
around the world and the resulting information is distributed in
the form of ice charts. While operational ice chart production
is at present still performed manually, multiple studies have
investigated the (semi-)automated separation of sea ice and
open water as well as the classification of di↵erent sea ice
types, using both deep learning approaches and statistical
methods [44].

Here, we choose a pixel-wise classification algorithm intro-
duced by Lohse et al. [13], which is currently being tested
and evaluated in an operational setting at the Norwegian Ice
Service. The method uses the local incidence angle together
with both HH and HV backscatter intensities of the Sentinel-
1 EW GRDM product. It accounts for the well-known e↵ect
of class-dependent backscatter variation with the incidence
angle by assuming a linearly variable mean vector for each
individual class distribution. In this study, we use a version of
the classifier that was specifically trained for the area around
Belgica Bank in the Western Fram Strait to support navigation
during a research cruise into that area in April and May 2022.
The algorithm distinguishes four ice classes (open water/new

ice, young ice, level ice, and deformed ice), which are relevant
for tactical navigation in areas of high sea-ice concentration.
Details about the class definitions and training data selection
can be found in [45] and [46].

For the demonstration of how the proposed speckle reduc-
tion a↵ects the classification results, we selected four images
from two Sentinel-1 overpasses on May 2 and 3, 2022.
We separately applied seven di↵erent processing chains for
speckle reduction and thermal noise removal: 1) no speckle
reduction, multilooking with two di↵erent window sizes; 2)
9 ⇥ 9; 3) 21 ⇥ 21, and 4) the three state-of-the-art despeck-
ling methods—Mulog with BM3D [41], SAR-BM3D [43],
the dual-polarization deep neural network [37], and finally
the method proposed in this article. We classify the output
image from each method and geocode the results to a polar
stereographic projection (epsg: 3996) with 40-m pixel spacing.

Fig. 10 shows an overview of the area of interest, with
a false-color intensity image from one Sentinel-1 overpass
on the left and the corresponding classification result on the
right. Regions of interest (ROIs) for the di↵erent ice types
that are used for quantitative evaluation of the classification
results from the di↵erent processing chains are overlaid on
the intensity image. However, such a quantitative assessment
is not straightforward since the main improvement is expected
in regions either highly a↵ected by thermal noise or corre-
sponding to detailed spatial variations in the ice pack. Hence,
“standard” ROIs that are often drawn in extended homoge-
neous areas or derived from coarse polygons of operational
ice charts are not suitable to demonstrate the improvements.
We have therefore carefully selected small validation ROIs
(5 ⇥ 5 and 9 ⇥ 9 pixels, corresponding to 200 ⇥ 200 and
360 ⇥ 360 m) along or in the close vicinity of the subswath
boundary between EW1 and EW2. This boundary is often
challenging for the correction of thermal noise, and the small
size of the ROIs enables us to capture small-scale variations

Authorized licensed use limited to: Telecom Paris. Downloaded on June 18,2026 at 14:22:30 UTC from IEEE Xplore.  Restrictions apply. 

Thermal noise floor removal [Korosov et al., 2022]

HV image before correction HV image after correction

Inès Meraoumia COSMIC project November, 2023 9 / 21

Thermal noise floor removal [Korosov et al., 2022]

HV image before correction HV image after correction

Inès Meraoumia COSMIC project November, 2023 9 / 21
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Application to SAR despeckling and thermal noise debiasing, using pairs of images 
captured at different dates [Meraoumia et al., TGRS 2025]

Despeckling techniques: taking the thermal noise into account

Inès Meraoumia COSMIC project November, 2023 12 / 21

Inès Meraoumia
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Application to SAR despeckling and thermal noise debiasing, using pairs of images 
captured at different dates [Meraoumia et al., TGRS 2025]

Compared to the 
multi-looking or 

despeckling baselines, 
our approach better 
preserves details and 

avoids artifacts 
between swaths

5220312 IEEE TRANSACTIONS ON GEOSCIENCE AND REMOTE SENSING, VOL. 63, 2025

Fig. 9. Application to an actual Sentinel-1 EW GRDM image (HV polarization channel) of an area in Northern Russia (© ESA). (a) Original image,
(b) after correcting for the thermal noise bias, (c)–(e) restored image by despeckling image (a) and subtracting the thermal a posteriori, and (f) proposed
method: restoration of (b) with a network aware of the thermal noise map �0

th. Artifacts pointed by red arrows are visible at the boundary between the
subswaths indicated by the vertical dashed line in (a) for methods (c)–(e) and are almost absent from the result (f).

Fig. 10. (Left) False-color intensity image (RGB: HV, HH, and HH) and
(right) corresponding classification result for the area of interest after applying
our proposed speckle reduction method. Validation ROIs for di↵erent ice types
are overlaid on the intensity image.

Fig. 11. Close-up comparison of ice type classification results (same colorbar
as in Fig. 10) after di↵erent despeckling methods. Red rectangles outline
validation ROIs used for quantitative evaluation. The results show that our
proposed method significantly reduces speckle e↵ects in the classification
result while maintaining spatial details. Furthermore, swath boundary artifacts
pointed by the red arrows in the results from MuLoG, SARBM3D, and the
baseline deep neural network are successfully suppressed.

in the classification results. While this approach is suitable to
demonstrate the improvements from our processing method, it
should be kept in mind that the absolute numbers reported for
classification accuracy (CA) are pessimistic since we focused
on small validation areas where classification is the most
challenging (to emphasize the di↵erences between the tested
methods).

Table III summarizes the results for the per-class and
average per-class CA from all tested approaches, with the
highest scores highlighted in green and particularly low scores
highlighted in red. Our proposed method achieves the highest

Fig. 12. Two examples (top and bottom row) showing close-up comparisons
of ice type classification results (same colorbar as in Fig. 10) after despeckling
with the three highest scoring methods according to Table III. Red rectangles
outline validation ROIs used for quantitative evaluation. Di↵erences are less
pronounced than in Fig. 11, yet both deep learning approaches maintain finer
spatial detail than the traditional ML and swath boundary artifacts (pointed
out by the red arrows) are still visible in the results from MuLoG.

score for three of the four classes as well as the best average
per-class CA. Notably, the two multilooking approaches ML
9 ⇥ 9 and ML 21 ⇥ 21 achieve the highest scores for the
deformed ice. We attribute this to the rather large spatial
areas of deformed ice, which makes them less susceptible
to errors introduced by the spatial averaging in the multi-
looking approaches. However, the ice types in rather small
spatial areas, such as open water/new ice and young ice

within lead systems, score considerably lower for ML 9 ⇥ 9
and ML 21 ⇥ 21. Especially, the large multilooking window
performs poorly with regard to the spatial detail of these
classes. The state-of-the-art despeckling methods (MuLoG and
SARBM3D) achieve overall very similar results to each other
and score slightly lower than our proposed method (5% and
7% for average per-class CA). This di↵erence is most likely
caused by small variations in maintaining spatial detail as well
as their reduced performance along the subswath boundary. We
discuss this further in the qualitative assessment of the results
presented in the following.

Zoomed-in close-up comparisons for qualitative evaluation
of the results are presented in Figs. 11 and 12. While Fig.
11 shows six out of the seven tested approaches, Fig. 12 only
includes the three highest scoring methods in terms of average
per-class CA.

Authorized licensed use limited to: Telecom Paris. Downloaded on June 18,2026 at 14:22:30 UTC from IEEE Xplore.  Restrictions apply. 
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challenging (to emphasize the di↵erences between the tested
methods).

Table III summarizes the results for the per-class and
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highest scores highlighted in green and particularly low scores
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Fig. 12. Two examples (top and bottom row) showing close-up comparisons
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score for three of the four classes as well as the best average
per-class CA. Notably, the two multilooking approaches ML
9 ⇥ 9 and ML 21 ⇥ 21 achieve the highest scores for the
deformed ice. We attribute this to the rather large spatial
areas of deformed ice, which makes them less susceptible
to errors introduced by the spatial averaging in the multi-
looking approaches. However, the ice types in rather small
spatial areas, such as open water/new ice and young ice

within lead systems, score considerably lower for ML 9 ⇥ 9
and ML 21 ⇥ 21. Especially, the large multilooking window
performs poorly with regard to the spatial detail of these
classes. The state-of-the-art despeckling methods (MuLoG and
SARBM3D) achieve overall very similar results to each other
and score slightly lower than our proposed method (5% and
7% for average per-class CA). This di↵erence is most likely
caused by small variations in maintaining spatial detail as well
as their reduced performance along the subswath boundary. We
discuss this further in the qualitative assessment of the results
presented in the following.

Zoomed-in close-up comparisons for qualitative evaluation
of the results are presented in Figs. 11 and 12. While Fig.
11 shows six out of the seven tested approaches, Fig. 12 only
includes the three highest scoring methods in terms of average
per-class CA.
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If H is real-valued, i.e., if the transfer function 
has Hermitian symmetry, then the speckle is 

independent in the real/imag. parts
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Fig. 2. Principle of MERLIN: during step A, the despeckling network is trained to estimate the reflectivity based solely on the real part. The loss function
evaluates the likelihood of the predictions according to the imaginary part. Once the network is trained, it can be used as shown in B: the real and imaginary
parts are processed separately using networks with the same weights. The outputs are combined to form the final estimation. Note that, to simplify the figure,
step A is illustrated only with the real part as input but real and imaginary parts can be swapped during training to increase the number of training samples,
see text.

variance r̃k/2. We thus define the following loss function L:

L(r̃, b̃) =
∑

k

1
2

log(r̃k) + b̃2
k

r̃k
(6)

which corresponds, up to an additive constant, to the sum over
all pixels of the opposite of the log-likelihood of the marginal
distribution. To reduce the dynamic range, it is beneficial that
the network inputs and outputs be expressed in log-scale.
We introduce řk = log r̃k , ǎk = log |ãk|, and b̌k = log |b̃k|
to define the equivalent loss function expressed with log-scale
images

Llog(ř, b̌) =
∑

k

1
2

řk + exp
(
2b̌k − řk

)
. (7)

Note that since the real and imaginary parts are i.i.d. and
given that we use the same network weights in step B to
process both the real and imaginary parts, the training phase
(step A) can not only be performed with the real part as
input and the loss L(r̃, b̃), but also with the imaginary part as
input and the loss L(r̃, ã) (only the former case is represented
in Fig. 2 for simplicity reasons while both are applied in
practice).

IV. EXPERIMENTAL VALIDATION

In contrast to the family of self-supervised methods derived
from the concept of blind-spot [39] that require the receptive

field of the network to exclude the central pixel(s), MERLIN
imposes no constraint on the type of neural network used
to perform the estimation. In the following experiments,
we used a simple U-Net architecture [44]. This network,
originally developed for semantic segmentation, performs
very well on image denoising tasks and can be trained
quickly [29], [36], [42].

To limit the dynamic range of the images at the input of the
network, images ã and b̃ are log-transformed and normalized
using a fixed affine transform.

In the following set of images, a residual U-Net (based on
the network described in [42]) has been trained on SLC SAR
images. The experiments have been conducted both on images
with synthetic speckle noise and on real SAR images. The
hyper-parameters used to train the network for each imaging
modality are listed in Table I. The weights of the trained
models are made available for testing at https://gitlab.telecom-
paris.fr/RING/MERLIN.

A. Evaluation of MERLIN on Images With Synthetic Speckle
We first evaluate the capability of MERLIN to train a

network to restore images synthetically corrupted by speckle.
The training set of speckle-free images has been built accord-
ing to [30]. We consider an ideal SAR transfer function:
H = I so that many different despeckling techniques can
be applied and compared. Fig. 3 compares restoration results
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Mendes, C. U., Dalsasso, E., Zhang, Y., Denis, L., & Tupin, F. (2025). PolSAR2PolSAR: A semi-
supervised despeckling algorithm for polarimetric SAR images. ISPRS J. Photo. Remote Sensing.

C.U. Mendes et al.

Fig. 3. [New figure] Overview of the proposed PolSAR2PolSAR polarimetric despeckling architecture. During step A, a generic pre-trained of the model on synthetic PolSAR images
is performed. To learn the specificity of a given sensor, the model is then fine-tuned on real acquisitions. For step B (C), change compensation is done using pre-estimations of
the speckle-free covariance matrices provided by model trained at step A (B, respectively).

Table 1
Datasets and hyperparameters used for the training of PolSAR2PolSAR: fine-tuning steps B and C are conducted independently on data from
each of the Canadian sensors RADARSAT-2 and RCM.

Step A Step B Step C

D
at

as
et

s sensor UAVSAR RADARSAT-2 RCM RADARSAT-2 RCM
acquisition band L C C
spatial resolution (m) Ù 12 12 9 12 9
speckle synthetic real real

H
yp

er
pa

ra
m

et
er

s patch size 256 ù 256 256 ù 256 256 ù 256
stride 220 32 220 32 220
batch size 4 4 4
optimizer ADAM ADAM ADAM
learning rate 10*4 10*5 10*6 10*8
epochs 2000 17 19 28 29

4. Model training

4.1. Network architecture

In our experiments, we have employed the DRUNet architecture
(Zhang et al., 2021) which has been shown to be effective in various
image restoration tasks, including denoising. Inspired by the UNet
architecture (Ronneberger et al., 2015), DRUNet consists of four suc-
cessive downscaling phases followed by a symmetrical upscaling. The
transition from a higher to a lower scale is characterized by a decrease
in the spatial dimension and an increase in the number of channels
by a factor of two. To further improve the capacity of the network
to capture and represent complex patterns, a stack of four residual
blocks, first introduced in the ResNet architecture (He et al., 2015),
is placed between two scaling steps. We have adapted this architecture
to our situation, enabling it to take as input a nine-channel image and
generate an image with the same number of channels in output. The
details of our despeckling block are shown in Fig. 1.

4.2. Training details

The PolSAR2PolSAR framework is depicted in Fig. 3. It comprises
two steps, namely a pre-training step and a fine-tuning step, that are
described hereafter.

4.2.1. Pre-training on synthetic data (Step A)
Step A of the training procedure is conducted on synthetic PolSAR

images. To this purpose, almost speckle-free images were obtained by
spatially multi-looking and resampling accordingly very high-resolution

images captured by NASA’s L-band Uninhabited Aerial Vehicle Syn-
thetic Aperture Radar (UAVSAR) system. UAVSAR’s images having a
pixel size of 1.8 m in azimuth and 0.8 m in range, a 7 ù 15 multi-
looking window were chosen to virtually get closer to the square pixel
size of the images from the final target sensors. The training dataset is
composed of 71048 patches of size 256 ù 256, with an overlap of 36
rows or columns between adjacent patches, extracted from images cap-
tured at 46 scattered geographic locations. It contains diverse terrain
types, including water bodies, urban areas, fields, and vegetation. Pairs
of corrupted images were created from each ground-truth with synthet-
ically generated spatially independent (white) speckle to serve as input
and reference during training. The model has been trained using the
ADAM optimizer for 2000 epochs with mini-batches of 4 elements and
a constant learning rate equal to 10*4. At the end of step A, the model
has integrated the knowledge of the theoretical distribution of complex
covariance matrices (Eq. (9)) and can thus restore images corrupted by
a white speckle following the Wishart distribution. However, in real
images the system-specific PSF introduces spatial correlations in the
speckle component. Fig. 2 highlights the drawbacks of using model A
to deal with real data: while it performs effectively on an image where
the noise has been whitened by a downsampling step (Fig. 2(c)), it
introduces significant artifacts when applied to the original noisy image
due to spatial correlations of the speckle (Fig. 2(b)). Accounting for the
specificities of real data is precisely the goal of steps B and C of our
PolSAR2PolSAR framework.

4.2.2. Fine-tuning on RADARSAT-2 or RCM images (Steps B & C)
Starting from model A, two independent fine-tunings have been car-

ried out: one on images from the Canadian Space Agency’s RADARSAT-
2 satellite, and one on data acquired by satellites from RCM. For
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Change compensation:C.U. Mendes et al.

Fig. 4. Change compensation with estimates generated by model A: the first and second columns represent two PolSAR images of our time series, Imagery from the RADARSAT
Constellation Mission ©Canadian government (2010–2011), and the third column displays the result of the change compensation process. The second row presents close-ups of
the areas delimited by the red boxes in the images of the first row. Except for very thin structures, changes are effectively compensated.

RADARSAT-2, a time-series of 17 co-registered C-band PolSAR images
of dimension 1024 ù 1024 at 12m resolution has been considered, while
for RCM we have leveraged 12 co-registered pairs of larger C-band
images of variate dimensions (each having at least 5600 rows and 2991
columns of pixels) at 9m resolution and representing 5 different areas.
The hyperparameters for the fine-tuning were chosen empirically based
on our observations during the experimental process and are presented
in the summary Table 1. A key part of the fine-tuning is the change
compensation process. For step B, the pre-estimations are provided by
model A: images are downsampled to attenuate the spatial correlation
before being fed to the model, which is not yet robust to spatial
correlation, and then upsampled after filtering to return to the initial
spatial dimensions. Instead, for step C the pre-estimates are obtained
by directly feeding the PolSAR images to model B, as the latter has
already been fine-tuned on real acquisitions and has learned the specific
spatial correlations of the sensor. Thus, the estimations used for change-
compensation at step C are of a higher quality than those used at
step B. Fig. 4 illustrates the effectiveness of the compensation strategy
presented in Section 3.4 on RADARSAT-2 data. While some limitations
are observed in compensating very thin structures, as indicated in the
close-up views, most of the structural and radiometric changes are well
compensated.

We compare the performances of the three models A, B, and C, in
the case of RADARSAT-2, on real PolSAR images unseen during training
in Fig. 5. We are able to despeckle effectively real noisy images after
the fine-tunings without introducing artifacts. As observed for single-
channel images in Dalsasso et al. (2021), a progressive improvement of
the detail restoration capability of the models can be observed across

the training steps. In the experiments of Section 5 conducted on real
PolSAR data, only the model obtained after step C is considered.

5. Experiments

This section presents a qualitative and quantitative analysis of our
method both on synthetic and real single-look PolSAR images. The
goal of the experiments on synthetic data is to objectively assess the
performances of our method relative to ground-truths and to guide
our interpretation of the results on real data, which is our main focus
for evaluating the practical applicability of PolSAR2PolSAR. Given the
absence of available codes and weights for deep learning PolSAR image
despeckling methods, we compare ourselves to conventional despeck-
ling methods. Specifically, we chose the Refined Lee filter (Lee et al.,
1999) for local methods, NL-SAR for patch-based methods (Deledalle
et al., 2014b), MuLoG-BM3D (Deledalle et al., 2022) (in experiments
on synthetic data), and MuLoG-DRUNet (Mendes et al., 2024) (in
experiments on real data) for variational methods. The source code
of NL-SAR and MuLoG has been made publicly available by the cor-
responding authors, and the Refined Lee filter is implemented within
the PolSARpro v6.0 software.

5.1. Performance assessment metrics

The metrics used in the literature to evaluate the capabilities of
despeckling methods to reduce speckle in homogeneous areas while
preserving the scene features (texture, edges, … ) and radiometry can
be grouped into reference-dependent and reference-free categories.
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Results:

C.U. Mendes et al.

Fig. 10. Visual comparison of the despeckling techniques on different areas of size 300 ù 300 from RADARSAT-2: PolSAR2PolSAR outperforms the other techniques regarding
resolution and detail preservation in all area types.
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Fig. 10. Visual comparison of the despeckling techniques on different areas of size 300 ù 300 from RADARSAT-2: PolSAR2PolSAR outperforms the other techniques regarding
resolution and detail preservation in all area types.
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Fig. 10. Visual comparison of the despeckling techniques on different areas of size 300 ù 300 from RADARSAT-2: PolSAR2PolSAR outperforms the other techniques regarding
resolution and detail preservation in all area types.
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The extension of MERLIN, i.e., the decomposition into real and imaginary parts does 

not work [Denis, « Comments on PolMERLIN », IEEE GRSL 2024]: 

Real / imaginary parts of the speckle are not independent because of polarimetric/
interferometric covariances!
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➤ Projecting a vector  of complex amplitudes on a direction  gives a single-channel 
SLC image: 

             e.g.,                   

 simulation of images acquired with a different polarization mode 
(e.g., circular polarization from linear polarization) 

➤ The real and imaginary parts of the projection  are independent! 

➤ The reflectivity corresponding to this projection is a projection of the covariance matrix: 

z pk

zk = p†
k z zk = (0.2 + 0.5j) × +(0.1 − 0.3j) ×

→

zk

𝔼[ |p†
k z |2 ] = 𝔼[p†

k zz†pk] = p†
k 𝔼[zz†]pk = p†

k Cpk = vec(pk p†
k )†vec(C)
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Fig. 1. Scheme of the MuChaPro method introduced in this paper, illustrated here on SAR interferometry: multi-channel SAR images are projected into
single-channel SLC images which are, after despeckling, recombined to produce the final estimate.

(i.e., the area in the input image used to predict the
value at a given pixel of the output image) excludes
the central pixel. The noisy value of that pixel can then
be used to evaluate a training loss (the log-likelihood,
conditioned by the neighborhood made available to the
network). In Speckle2Void [17], Molini et al. extend
this strategy to SAR despeckling. An alternative is to
use more conventional network architectures and apply
a preprocessing step to mask out some pixels and use
their value to evaluate the training loss, as suggested in
[18].

3) MERLIN [19] uses the real and imaginary decomposi-
tion of a single-look complex SAR image and the prop-
erty that the speckle in each image of this decomposition
is statistically independent of one another (under some
assumptions on the SAR transfer function, see [20]).

A radically different approach is the plug-and-play frame-
work MuLoG [9]. Derived from a variational framework and
the Alternating Directions Method of Multipliers (ADMM)
[21], it consists first of decomposing a multi-channel SAR
image into real-valued channels after a matrix-logarithm is
applied to the noisy covariance matrices that capture the
polarimetric and/or interferometric information at each pixel,
then alternatingly denoising these real-valued channels sepa-
rately with a conventional graylevel image denoising algorithm
(based on a deep neural network or not) and recombining
all channels within a non-linear operation. MuLoG presents
the advantage of being applicable to SAR images of various
dimensionality and to readily include pre-trained networks
capable of denoising images corrupted by additive white
Gaussian noise. The drawback is the lack of specialization
to a specific SAR sensor. In particular, it does not account
for the spatial correlations of speckle. Since it is based on
the matrix-log decomposition of covariance matrices, some
amount of spatial smoothing is necessary, in particular when
the dimensionality of the images increases (in multi-baseline
interferometry and SAR tomography).

Deep neural networks have been designed specifically to
estimate the phase and coherence of an interferometric pair.

The �-Net [22] is trained in a supervised way. It applies a
decorrelation of the real and imaginary components of the
complex interferogram to form the two channels provided
as input to the network. InSAR-MONet [23] uses a multi-
term loss function to restore the interferometric phase. Digital
elevation models and empirical coherence maps were used
to generate pairs of simulated noisy/noise-free phase images.
The loss combines spatial terms, to ensure that the restored
phase is close to the ground-truth phase, and a statistical term
to enforce that the estimated noise component follows the
expected distribution.

Specific networks have also been proposed for SAR po-
larimetry, generally following a supervised training method-
ology. In [24], the same matrix-logarithm transform as in
MuLoG is applied first, then complex-valued operations are
applied throughout the network (i.e., the real and imaginary
parts are not extracted and processed like a two-channels
image but rather complex-convolutions, complex-activations,
and complex-batch normalizations are applied). Tucker and
Potter [25] also apply a log-transform but then perform a
real-imaginary decomposition and apply a real-valued residual
network to estimate the log-transformed speckle component.
A different approach is followed in [26] where a network is
trained, in a supervised way, to produce weights leading to
a weighted combination of the neighboring pixels as close as
possible to a ground truth. By considering pairs of polarimetric
images acquired at close dates, a network is trained without
reference in [27]. Unlike SAR2SAR [15], no compensation for
changes is applied, which could represent a serious limitation
in quickly evolving areas (e.g., agricultural fields, changes of
soil moisture).

Our contributions: This paper introduces a radically dif-
ferent approach to InSAR and PolSAR despeckling. Although
the task requires estimating a multi-dimensional and complex-
valued covariance matrix at each pixel, we suggest reducing
the problem to a series of single-channel real-valued image
despeckling by working on projections, see Figure 1. Such
an approach, named “MuChaPro” in the following, presents
several advantages:

Proposed approach: MuChaPro (Multi-Channel Projection)

Denis, L., Dalsasso, E., & Tupin, F. (2025). Just project! Multichannel despeckling, the easy way. 
IEEE Transactions on Geoscience and Remote Sensing.
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➤ Proposed approach: MuChaPro (Multi-Channel Projection)

1) Generate projections from the multi-channel SLC 
image : 

Let   be a set of  directions (those 
directions can be normalized: ) 

We generate  single-channel SLC images by 
projection: 

z

{pk}k=1..K K
∀k, ∥pk∥ = 1

K
zk = p†

k z
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➤ Proposed approach: MuChaPro (Multi-Channel Projection)

2) Despeckle the single-channel projections : 

this gives estimates  of the projection of the 
covariance 

zk

̂v k

𝔼[ |p†
k z |2 ] = 𝔼[p†

k zz†pk] = p†
k 𝔼[zz†]pk = p†

k Cpk ≡ vk
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➤ Proposed approach: MuChaPro (Multi-Channel Projection)

3) Reconstruct the covariance  by 
inverting the projections : 

 

(a linear least-squares problem: easy!)

̂C
̂v k

̂C (MuChaPro) = arg min
C ∑

k
(p†

k Cpk − ̂v k)
2
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TerraSAR-X dual-pol 
image ©DLR
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5x5 multilooking
non-local model-free 

restoration 
[Aghababaei et al. 2021]

plug-and-play ADMM 
restoration 

[Deledalle et al. 2017]

proposed: 
MuChaPro + MERLIN
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hue: interferometric phase 
saturation: coherence 
value: reflectivity

TerraSAR-X interferogram © DLR 
July 4, 2020 and July 15, 2020
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Fig. 4. Application of MuChaPro to a dual-polarization TerraSAR-X image (©ESA/DLR). To estimate the 2 ⇥ 2 polarimetric covariance matrices at each
pixel, 4 SLC projections are generated in MuChaPro algorithm (shown in (a)). These projections are despeckled independently using a deep neural network
trained beforehand with MERLIN (despeckling results are given in (b)). These despeckled projections are then recombined using Algorithm 1, equation (8),
and Algorithm 2 to obtain the estimation shown in (c) bottom row, to be compared with a 5⇥ 5 multilooking in the top row.

Fig. 5. Application of MuChaPro to an interferometric pair of TerraSAR-X images (©ESA/DLR) of the confluence of glaciers named Konkordiaplatz, close
to the Jungfrau summit in Switzerland. As in Fig. 4, we show in (a) the noisy projections and in (b) the despeckling results. Combining these restored
projections leads to MuChaPro estimates shown in (c). The use of MERLIN despeckling network gives a better preservation of interferometric fringes than by
multilooking, with an improved spatial smoothing. In this color composition, the hue corresponds to the interferometric phase, the saturation to the coherence,
and the value is given by the restored reflectivity of the reference date.

USA (©Airbus Defence and Space), where the coherence is
much larger. We compare the interferograms recovered by sev-
eral methods: (a) multilooking, (b) multi-channel estimation
with MuLoG [9], [33], (c) the application of MuLoG to the
projections produced by MuChaPro followed by the inversion
of the projections to recover the interferogram, (d) the deep-
learning method InSAR-MONET [23] (that only produces an
estimate of the interferometric phase), (e) the deep-learning
method �-NET [22] (that gives both an estimation of the phase
and coherence), and finally (f) MuChaPro with MERLIN as a
single-channel image despeckling method. Before processing
the images with MuLoG, we performed a downsampling by a
factor 2 to reduce the spatial correlations of the speckle. The
images have been resampled to remove all zero-padding and

reduce speckle correlations before applying InSAR-MONET
and �-NET, we found this preprocessing step to improve the
results with these networks. When applying MERLIN, we did
not resample the images since the network was already trained
to handle the spatially correlated speckle in TerraSAR-X
single-polarization Stripmap images. Figure 7 offers zoomed-
in views to analyze the details recovered by each method.
The interferometric phases are in agreement with all methods
but are much more noisy with multilooking. Interestingly,
MuChaPro seems to better transfer the fine spatial details ob-
served in the reflectivity to the coherence and interferometric
phase channels.

Finally, we show in Figure 8 that MuChaPro can also
be applied to multibaseline interferometry. We processed 3

MUCHAPRO: INSAR ILLUSTRATION
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Fig. 7. Close-up view of the area delimited by a black rectangle in Fig.6(a) (SAR image ©Airbus Defence and Space).
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Fig. 4. Change compensation with estimates generated by model A: the first and second columns represent two PolSAR images of our time series, Imagery from the RADARSAT
Constellation Mission ©Canadian government (2010–2011), and the third column displays the result of the change compensation process. The second row presents close-ups of
the areas delimited by the red boxes in the images of the first row. Except for very thin structures, changes are effectively compensated.

RADARSAT-2, a time-series of 17 co-registered C-band PolSAR images
of dimension 1024 ù 1024 at 12m resolution has been considered, while
for RCM we have leveraged 12 co-registered pairs of larger C-band
images of variate dimensions (each having at least 5600 rows and 2991
columns of pixels) at 9m resolution and representing 5 different areas.
The hyperparameters for the fine-tuning were chosen empirically based
on our observations during the experimental process and are presented
in the summary Table 1. A key part of the fine-tuning is the change
compensation process. For step B, the pre-estimations are provided by
model A: images are downsampled to attenuate the spatial correlation
before being fed to the model, which is not yet robust to spatial
correlation, and then upsampled after filtering to return to the initial
spatial dimensions. Instead, for step C the pre-estimates are obtained
by directly feeding the PolSAR images to model B, as the latter has
already been fine-tuned on real acquisitions and has learned the specific
spatial correlations of the sensor. Thus, the estimations used for change-
compensation at step C are of a higher quality than those used at
step B. Fig. 4 illustrates the effectiveness of the compensation strategy
presented in Section 3.4 on RADARSAT-2 data. While some limitations
are observed in compensating very thin structures, as indicated in the
close-up views, most of the structural and radiometric changes are well
compensated.

We compare the performances of the three models A, B, and C, in
the case of RADARSAT-2, on real PolSAR images unseen during training
in Fig. 5. We are able to despeckle effectively real noisy images after
the fine-tunings without introducing artifacts. As observed for single-
channel images in Dalsasso et al. (2021), a progressive improvement of
the detail restoration capability of the models can be observed across

the training steps. In the experiments of Section 5 conducted on real
PolSAR data, only the model obtained after step C is considered.

5. Experiments

This section presents a qualitative and quantitative analysis of our
method both on synthetic and real single-look PolSAR images. The
goal of the experiments on synthetic data is to objectively assess the
performances of our method relative to ground-truths and to guide
our interpretation of the results on real data, which is our main focus
for evaluating the practical applicability of PolSAR2PolSAR. Given the
absence of available codes and weights for deep learning PolSAR image
despeckling methods, we compare ourselves to conventional despeck-
ling methods. Specifically, we chose the Refined Lee filter (Lee et al.,
1999) for local methods, NL-SAR for patch-based methods (Deledalle
et al., 2014b), MuLoG-BM3D (Deledalle et al., 2022) (in experiments
on synthetic data), and MuLoG-DRUNet (Mendes et al., 2024) (in
experiments on real data) for variational methods. The source code
of NL-SAR and MuLoG has been made publicly available by the cor-
responding authors, and the Refined Lee filter is implemented within
the PolSARpro v6.0 software.

5.1. Performance assessment metrics

The metrics used in the literature to evaluate the capabilities of
despeckling methods to reduce speckle in homogeneous areas while
preserving the scene features (texture, edges, … ) and radiometry can
be grouped into reference-dependent and reference-free categories.
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the areas delimited by the red boxes in the images of the first row. Except for very thin structures, changes are effectively compensated.
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